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WHY SHOULD WE 
STUDY CONTACT 
CENTER 
SYSTEMS?

1. SOCIAL

A) COVID

2. ECONOMY

a) CUSTOMER SUPPORT INCREASE SALES 
BY 16% (TAN ET AL. 2019)

b) TARGETING WHO TO SERVE CAN 
INCREASE SALES BY 300% (YOM-TOV ET 
AL. 2020)

3. DATA



WHY SHOULD WE 
STUDY CONTACT 
CENTER 
SYSTEMS?

1. SOCIAL (AND COVID)

2. ECONOMY: INCREASE SALES

3. DATA

4. OPERATIONAL

a. Parameter estimation

b. Performance evaluation

c. Staffing

d. Concurrency

e. Routing



OPERATIONAL PROBLEMS IN CONTACT CENTERS
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TODAY’S GOALS

1. BUILDING A DATA DRIVEN 
QUEUEING MODEL FOR CONTACT 

CENTER SERVICE

2. UNDERSTAND IMPACT OF CO-
PRODUCTION IN SERVICE SYSTEM

3. IMPROVE ROUTING OF 

CUSTOMERS IN CONTACT 
CENTERS



SERVICE TIME IS NOT EXOGENEOUS 
(DELASAY ET AL. 2019)
Delasay et al. 2019 review many sources and impacts 
of endogenous effects on the service times, occurring 
across many different applications (call centers, banks, 
emergency rooms, etc). 



BEHAVIORAL ASPECTS THAT IMPACT SERVICE 
TIMES

• Adds inner-wait (Van Leeuwardeen et al., 2017;Tezcan and Zhang, 2014; Campello et al. 2017), efficiency loss due to 
multitasking (Kc 2013; Bray et al., 2016; Goes et al, 2019)

• Higher concurrency should increase response time

Concurrency (Operational/behavioral)

• Sentiment influences response time duration (Altman et al., 2019); customer and agent sentiment influence each 
other (Ashtar et al., 2021)

• Negative customer sentiment increases agent response time and number of messages 

Expressed Sentiment (Emotional load - behavioral)

• There is correlation between word count and agent response time (Altman et al., 2019)
• Co-production of service is based on information exchange (Goes 2017), therefore, long messages should increase the 

recipient response time 

Amount of Information (Communication)

• Waiting increase customer response time (Ilk et al. 2020)

Role Dependency



CO-PRODUCTION OF SERVICE

¡ Through the context of contact centers, we study a classically observed service 
relationship structure:

¡ “Productivity in many service industries is dependent in part on the knowledge, 
experience, and motivation of the consumer”  (Fuchs 1968)

¡ Here we will often contrast:

• Co-production, or service components in which the customer and agent rely on one 
another to complete tasks

• Self-production, or service components in which the customer and agent largely 
operate separately



SELF VS. CO-PRODUCTION OF SERVICE
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OBSERVATIONS FROM DATA:
COMMUNICATION IN CONTACT CENTERS

¡ Bursts of activities

¡ There are long pauses/breaks during 
service (almost 70% of interaction)

¡ Why?

¡ Agent: Busy serving concurrent 
customers; take breaks.

¡ Customer: Silent abandonment from 
queue or during service; pause to do 
other tasks.

⇒number of active conversations ≠number of assigned conversations

Workload of the agent?
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CONCURRENCY:
ASSIGNED VS. ACTIVE CONVERSATIONS 5

Figure 2 Comparing the Number of Active Conversations an Agent Handles and the Number of Conversations

Assigned to an Agent. May 22–31, 2017.

modeled using Hawkes process (HP), such as was done by Ogata (1988). Specifically, he showed

that an earthquake can be viewed as a self-exciting point process in which each arrival “excites”

the rate of arrivals, thereby increasing the probability of another arrival occurring soon afterwards.

This stochastic intensity point process was originally defined by Hawkes (1971), and has been used

to model contagion and virality in a wide variety of applications, such as financial markets (e.g.,

Embrechts et al. (2011) who adapt the process to daily stock market index data), social media (e.g.,

Rizoiu et al. (2017) who model retweet cascades), public health (e.g., Rizoiu et al. (2018), Daw

and Pender (2018a, 2019) who connect HP’s to epidemic models), and queueing systems (e.g., Daw

and Pender (2018b), Koops et al. (2018) who study infinite server queues with HP arrivals). We

claim that the framework provided by the Hawkes process is appropriate for contact centers since it

allows us to model interdependent events over continuous time, and can be generalized to account

for our desired service-encounter factors. A closely related stream of work uses Hawkes processes to

model e-mail communication (Halpin and De Boeck 2013, Fox et al. 2016). Here the HP is used as

a representation of the dyadic communication structure between the two communicating entities,

and this serves as an important precursor for our work and constitutes an additional empirical

justification for our modeling approach. That being said, there are considerable di↵erences between

our project and these two papers. For example, we study the e↵ect of busyness-level features (e.g.,

concurrency of the agent) and message-level features (e.g., sentiment) on the conversational model,

thus capturing new behavioral and operational elements that were not analyzed before. Another

important di↵erence relates to the second goal of our project: we aim to determine the agent’s

true workload at any given time. This gives our work a predictive analytics context within data

science, as we want to use the history of activity of a conversation to predict its future activity. Our

approach is to use the stochastic model representations of the service interaction to predict future

events by computing the probabilistic distribution for a future event to occur. We also explore



OBSERVATIONS FROM DATA:
COMMUNICATION IN CONTACT CENTERS

¡ Bursts of activities

¡ There are long pauses/breaks during 
service (almost 70% of interaction 
time)

¡ A-synchronized communication: 

¡ concurrency

¡ service is not “well ordered”
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A-SYNCHRONIZED COMMUNICATION
¡ Include both self- and cross-excitation 

structures (that may represent self-
production and co-production 
activities)

¡ Co-production: each side contribute 
information

Agent Thank you for contacting <COMPANY>. My 
name is <AGENT> How can I help you 
today?

Agent Hello <CUSTOMER>

Agent How can I help you today?

Consumer because you have a problem with your 
website we cannot put our <CLUB> 
numbers in and we are <CARD> holders, 
we are booking premium economy coming 
home and we are now being asked to pay 
<MONEY> for our seat

Agent There is an advanced seat assignment fee 
only in the Economy cabin <CUSTOMER>

Agent You can avoid that fee by not assigning your 
Economy seats until online check-in opens.

Consumer ok fine I will get on with the booking



MODELING THE CO-PRODUCTION OF SERVICE IN 
A-SYNCHRONIZED COMMUNICATION

¡ Bursts of activities

¡ There are long pauses/breaks during 
service (almost 70% of interaction 
time)

¡ A-synchronized communication

¡ Co-production

¡ Wait time increase customer RT (Ilk 
2020)

¡ Reciprocity
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𝐓𝐨𝐰𝐚𝐫𝐝𝐬 𝐦𝐨𝐝𝐞𝐥𝐬 𝐨𝐟 𝐬𝐞𝐫𝐯𝐢𝐜𝐞 𝐜𝐨 − 𝐩𝐫𝐨𝐝𝐮𝐜𝐭𝐢𝐨𝐧



MODELING SCOPE AND PHILOSOPHY

Model contact center service interaction as a dynamically evolving 
stochastic process

We will treat customers and agents as homogenous across conversations, 
while the conversation becomes heterogenous as it is shaped by the 

history of behavior of the two parties within it



CLASSIC MODELS OF SERVICE PROCESS 
¡ Activity networks (e.g., Mandelbaum 

and Reiman 1998) =>  Service 
duration is from a Phase type 
distribution

¡ Jackson networks 

¡ E.g. Campello et al. 2017

¡ Two base-line models: 

¡ Sum of exponentials-static (SES) 

¡ State dependent rates and probabilities: 
sum of exponentials-dynamic (SED) 

Campello, Ingolfsson, and Shumsky: Queueing Models of Case Managers
2 Management Science, Articles in Advance, pp. 1–19, © 2016 INFORMS

(increasing resolution probability and increasing ser-
vice rates) can have dramatically different impacts
on system performance. (3) We show that increasing
caseload limits may or may not decrease waiting time,
even in the absence of server slowdown as caseloads
rise. This is because changes in the caseload limit
shift the balance between two phenomena: the benefits
of server pooling versus higher server utilization at
higher caseloads. We also make the following tech-
nical contributions to the performance analysis of
case-manager systems. (1) We develop new bounds
and approximations for case-manager systems. One
approximation is a novel application of two-time-scale
(T ) analysis, and a modification of this approximation
leads to a tractable balanced (B) approximation that
is a birth–death process. (2) We demonstrate that the
approximations provide accurate estimates of system
performance measures over a wide range of parameters
and that the simple B approximation provides partic-
ularly robust recommendations for setting caseload
limits.

2. Definitions and Models
In our system the service provided to a given customer,
which we refer to as a “case,’’ is composed of a random
number of processing steps, all of which are handled
by the same case manager (server). When a process-
ing step is finished either the case is completed and
leaves the system or the case waits for the completion
of an external delay that does not require the case
manager’s attention before the next processing step
can begin. In an ED, for example, the processing steps
are encounters with the patient’s assigned physician,
the external delays are diagnostic tests or requests for
other information, and a particular case is completed
when the patient is either discharged or admitted to
the hospital.

Figure 1 shows our baseline model. Customers arrive
according to a Poisson process with rate ã to a pre-
assignment queue where they wait to be assigned to
one of N case managers who each have a maximum
caseload M 0 When a case manager completes a case,
then another case, if available, is assigned from the
preassignment queue to that case manager. If the case
manager is busy, the new case joins a first-come, first-
served (FCFS) internal queue (with new and previously
assigned cases treated equally). Otherwise, the new
case immediately begins the first processing step with
the case manager. The duration of each processing
step is exponentially distributed with rate åTot ⌘å+å0,
where å is the case completion rate and å0 is the
rate at which the case moves to an external delay.
Therefore, the probability that a case is completed after
each processing step is É =å/åTot. Otherwise, with
probability 1ÉÉ, the case moves to an exponentially

Figure 1 The Baseline Case-Manager System S
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distributed external delay with mean 1/ã0. Note that a
case manager handles multiple cases simultaneously:
if one case is in an external delay then the manager
works on another case that is not in an external delay,
if one is available.
Our notational convention is to use ã and å for

the rates at which cases arrive and are completed by
busy servers and to use primes (ã0 and å0) for rates at
which cases cycle around before they are completed.
The parameters åTot and É are uniquely determined
by the parameters å and å0 and we will use these
two parameterizations interchangeably. The 4åTot1É5
parameterization corresponds more closely to empirical
data, whereas the 4å1å05 parameterization is useful
for model formulation and approximation. We use
calligraphic letters (S 1R1P1B, and T ) to label the
three systems and two approximations that we define.

If multiple case managers are below their case limits
when a case arrives, then that case is immediately
sent to a manager with the smallest caseload. We refer
to this scheme as the join-the-smallest-caseload (JSC)
routing policy. Note that the JSC policy may not be
the optimal policy, although Tezcan and Zhang (2014)
find that the JSC policy is asymptotically optimal for a
similar system. We refer to the baseline system as the
S system because of this smallest-caseload policy.

The S system can be represented by a Markov chain.
For each case manager u 2 801 0 0 0 1N 9, we define two
sets of state variables: the caseloads ku 2 801 0 0 0 1M9 and
the number of assigned cases currently waiting for or
receiving service, ju 2 801 0 0 0 1ku9. We also define state
variable i as the total number of cases in the system.
The state space 84i1 j11 0 0 0 1 jN 1k11 0 0 0 1kN 52 i� 01 j1  k1 
M1 0 0 0 1 jN  kN M9 has 64M + 254M + 15/27N states
with i NM and 4M + 15N states for each value of
i1 i > NM .

The state space grows exponentially with the number
of case managers, which makes this Markov chain
representation of organizations with a large number
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Introduced in Hawkes (1971), the Hawkes process is an intensity and point process pair 
(𝜆! , 𝑁!) in which the current intensity is determined by the history of events, yielding 
self-excitement. 

The Hawkes process has been used in fields such as finance, seismology, neurology, 
and information science, and in operations it has been used as the arrival process to 
service systems.

Baseline Memory kernel

WHAT IS A HAWKES PROCESS? 



MODELS OF SERVICE PROCESS BASED ON 
HAWKES PROCESS 
Advantage:

¡ Can capture both self- and cross-
excitation structures

¡ Can capture bursts of activities
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Agent Thank you for contacting <COMPANY>. My 
name is <AGENT> How can I help you 
today?

Agent Hello <CUSTOMER>

Agent How can I help you today?

Consumer because you have a problem with your 
website we cannot put our <CLUB> 
numbers in and we are <CARD> holders, 
we are booking premium economy coming 
home and we are now being asked to pay 
<MONEY> for our seat

Agent There is an advanced seat assignment fee 
only in the Economy cabin <CUSTOMER>

Agent You can avoid that fee by not assigning your 
Economy seats until online check-in opens.

Consumer ok fine I will get on with the booking



HISTORY DEPENDENT CONVERSATIONAL 
MODEL
¡ Univariate Hawkes process (UHP):

¡ 𝜆! is the correspondence rate at time t; 𝑁! is the number of messages sent by time t; 𝐴" is the 
timestamp of the 𝑖th message

¡ Assumptions: 

¡ Each conversation is an independent process

¡ Rates may depend on conversation history

¡ Stability condition: 𝛼 < 𝛽 (𝛼/𝛽 measures the rate of messages in response to previous message and needs 
to be smaller than 1) 

¡ Insights: 

¡ Investigate instantaneous vs. history-based rates. The probability that the ith message is in 
response to its immediate predecessor is:  

9

model in Equation (1), the rate of new messages at time t after the beginning of a conver-

sation with Nt messages occurring after the initial query will be given by the univariate

Hawkes process (UHP) branch intensity

�t = ↵e
��t +

NtX

i=1

↵e
��(t�Ai) =

NtX

i=0

↵e
��(t�Ai), (2)

where we explicitly define A0 to be zero. Note that we can view the initial term ↵e
��t as

a non-stationary baseline term that vanishes to zero at infinity. This term is important

because the message process should eventually stop and no more messages should be

exchanged between the customer and agent. This corresponds to the middle expression in

Equation (2). We can also view this process as a zero-baseline Hawkes process with an

initial event at time 0. This corresponds to the right hand side of Equation (2). Again in

this case, it is clear that there will only be finitely many messages, as there is no outside

source of new activity. In the messaging-based service context, we will refer to this branch

intensity as the correspondence rate. Like before, Ai is the time of the ith message after the

initial query, ↵ is the increase in the rate of new messages upon the arrival of a message, and

� is the decay in the correspondence rate. Without loss of generality, we will assume that

the conversation starts at time 0, with A0 = 0 for this reason. Because there is no baseline

intensity on the branches, the stability of the Hawkes process (assured when ↵< �) implies

that there will only be finitely many descendants in any branch, matching our assumption

on finitely many messages within any conversation. Accordingly, we will assume stability

of the parameters in each of the Hawkes process conversation models we consider in this

work.

While the UHP model captures the dynamic of messages prompting response and thus

increasing the rate of new messages occurring, it does not capture the dyadic structure of

a conversation. To do so, we define the bivariate Hawkes process (BHP) branching model,

which consists of two di↵erent interacting intensities. When a jump occurs in one process,

both it and the other increase, generating self-excitement and mutual excitement. In the

messaging context, this means that there is an intensity for the customer message event

process and an intensity for the agent message event process. Like in the UHP, we will

refer to these intensities as the customer and agent correspondence rates. Letting ↵
c,a and

↵
c,c be the jumps in the customer message intensity upon a new message being sent by the

13

We can also take a retrospective approach and reason about the influence of the process history

within the Hawkes conversational model. Specifically, consider the relationship between the i
th

message and the (i� 1)th message. Given the process history up to the time of the i
th message,

Poisson thinning arguments yield that we can calculate the probability that the i
th message is

in response to its immediate predecessor through the ratio of the excitement from the (i� 1)th

message at time Ai, ↵e��(Ai�Ai�1), and the overall correspondence rate just before the i
th message

occurs,
Pi�1

k=0↵e
��(Ai�Ak). By cancelling the e

��(Ai�Ai�1) in the numerator and denominator, this

is

↵e
��(Ai�Ai�1)

Pi�1
k=0↵e

��(Ai�Ak)
=

↵
Pi�1

k=0↵e
��(Ai�1�Ak)

=
↵

↵+
Pi�2

k=0↵e
��(Ai�1�Ak)

, (3)

where now the summation in the denominator of the rightmost expression is in fact the overall

correspondence rate just before the (i� 1)th message. While this expression could be further sim-

plified by cancelling the ↵’s, this form sheds insight. If the (i� 1)th pre-message correspondence

rate is greater than or equal to the message jump size ↵, then the i
th message is more likely to

be in response to any message from 0 (the initial customer message) to i� 2 than it is to be in

response to message i� 1:

i�2X

k=0

↵e
��(Ai�1�Ak) � ↵ () ↵

↵+
Pi�2

k=0↵e
��(Ai�1�Ak)

 ↵

↵+↵
=

1

2
.

Hence, only if message i� 1 occurs in a period of low activity should we expect the recent history

to outweigh the past. We will further explore this concept and use such measures to inspect the

level of history dependence in service conversations from true contact center data in Section 3.3.

2.1.3. History and Relationship Dependent Conversational Model: Bivariate

Hawkes Process

The UHP model captures dependence on the history within a conversation, where an evolving col-

lection of messages prompts new responses and thus increases the rate of new messages. However,

it does not capture the full behavioral structure of this co-produced service because it conglom-

erates all messages into one stream. Thus, to reflect the di↵erent and dynamic behavior of the

two separate parties in each contact center service interaction, we define the bivariate Hawkes pro-

cess (BHP) conversational model, which consists of two di↵erent interacting intensities (i.e., two

processes), one for each side of the conversation. When a jump occurs in one process, it increases

both intensities, generating self-excitement and mutual excitement. In the messaging context, this

means that there is an intensity for the customer message event process and an intensity for the

agent message event process, and both intensities jump when either party sends a message. We

will refer to these intensities as the customer and agent correspondence rates. Letting ↵
c,a and ↵

c,c



HISTORY AND RELATIONSHIP DEPENDENT 
CONVERSATIONAL MODEL
¡ Bivariate Hawkes process (BHP):

¡ Customer message rate –

¡ Agent message rate –

¡ Assumptions: 

¡ Each conversation is an independent process

¡ Rates may depend on conversation history

¡ Each side (customer/agent) may have different rates

¡ Reciprocity: customer and agents may influence each other

10

agent and by the customer, respectively, and �
c,a and �

c,c being the corresponding decay

rates, the BHP customer correspondence rate is given by

�
c
t =

N c
tX

i=0

↵
c,c
e
��c,c

(t�Ac
i) +

Na
tX

j=1

↵
c,a
e
��c,a

(t�Aa
j), (3)

where N
c
t and N

a
t are the number of customer and agent messages after the initial up

to time t, respectively, with A
c
i and A

a
j as the corresponding message times. Note that

the initial customer message that begins the communication is now denoted as A
c
0
= 0.

Similarly, the agent correspondence rate is then analogously defined

�
a
t =

N c
tX

i=0

↵
a,c
e
��a,c

(t�Ac
i) +

Na
tX

j=1

↵
a,a
e
��a,a

(t�Aa
j). (4)

One important observation is that the various intensity jumps and decays need not be

equal, thus the reality that conversations can involve both back and forth responses between

parties as well as follow up correspondence from one side alone. In this way, the conversa-

tion model allows for di↵erent influences between di↵erent types of messages so that, for

example, a customer’s message may be more likely to evoke a response message from the

agent than from the customer again.

The next model we propose incorporates operational features into the service duration.

Because an agent can serve multiple customers in parallel, inner-wait may occur due to the

agent answering to other customers (Tezcan and Zhang 2014) and the cognitive load on

the agent due to multi-tasking during the focal conversation, see e.g. Kc (2013), Bray et al.

(2016). Therefore, we expect that when the agent handles more customers the response time

to each customer message should increase. This observation was empirically validated by

Altman et al. (2019) in our context. Therefore, the agent’s current number of simultaneous

conversations should be incorporated into the model. We will refer to this quantity as

the agent’s concurrency. However, we can also note that concurrency should not impact

the customer response time directly because the customer is not necessarily aware that

the agent is serving other customers while talking to her. Thus, concurrency will not

be incorporated into the customer message intensity, although it will a↵ect it indirectly

through the agent message intensity.

Recent evidence from contact centers suggests that our models should also incorporate

measures of the information within each message. Specifically, we will address two features:
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agent than from the customer again.

The next model we propose incorporates operational features into the service duration.

Because an agent can serve multiple customers in parallel, inner-wait may occur due to the

agent answering to other customers (Tezcan and Zhang 2014) and the cognitive load on

the agent due to multi-tasking during the focal conversation, see e.g. Kc (2013), Bray et al.

(2016). Therefore, we expect that when the agent handles more customers the response time

to each customer message should increase. This observation was empirically validated by

Altman et al. (2019) in our context. Therefore, the agent’s current number of simultaneous

conversations should be incorporated into the model. We will refer to this quantity as

the agent’s concurrency. However, we can also note that concurrency should not impact

the customer response time directly because the customer is not necessarily aware that

the agent is serving other customers while talking to her. Thus, concurrency will not

be incorporated into the customer message intensity, although it will a↵ect it indirectly

through the agent message intensity.

Recent evidence from contact centers suggests that our models should also incorporate

measures of the information within each message. Specifically, we will address two features:



HISTORY AND RELATIONSHIP DEPENDENT 
CONVERSATIONAL MODEL
¡ Bivariate Hawkes process (BHP):

¡ Customer message rate –

¡ Agent message rate –

¡ Insights: 

¡ Reciprocity

¡ Who drives the conversation?

¡ Compare                 (customer msg. in response to agent) to                 (agent msg. 
in response to customer). The bigger “drives” the conversation.
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rates, the BHP customer correspondence rate is given by

�
c
t =

N c
tX

i=0

↵
c,c
e
��c,c

(t�Ac
i) +

Na
tX

j=1

↵
c,a
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��c,a

(t�Aa
j), (3)

where N
c
t and N

a
t are the number of customer and agent messages after the initial up

to time t, respectively, with A
c
i and A

a
j as the corresponding message times. Note that

the initial customer message that begins the communication is now denoted as A
c
0
= 0.

Similarly, the agent correspondence rate is then analogously defined

�
a
t =

N c
tX

i=0

↵
a,c
e
��a,c

(t�Ac
i) +

Na
tX

j=1

↵
a,a
e
��a,a

(t�Aa
j). (4)

One important observation is that the various intensity jumps and decays need not be

equal, thus the reality that conversations can involve both back and forth responses between

parties as well as follow up correspondence from one side alone. In this way, the conversa-

tion model allows for di↵erent influences between di↵erent types of messages so that, for

example, a customer’s message may be more likely to evoke a response message from the

agent than from the customer again.

The next model we propose incorporates operational features into the service duration.

Because an agent can serve multiple customers in parallel, inner-wait may occur due to the

agent answering to other customers (Tezcan and Zhang 2014) and the cognitive load on

the agent due to multi-tasking during the focal conversation, see e.g. Kc (2013), Bray et al.

(2016). Therefore, we expect that when the agent handles more customers the response time

to each customer message should increase. This observation was empirically validated by

Altman et al. (2019) in our context. Therefore, the agent’s current number of simultaneous

conversations should be incorporated into the model. We will refer to this quantity as

the agent’s concurrency. However, we can also note that concurrency should not impact

the customer response time directly because the customer is not necessarily aware that

the agent is serving other customers while talking to her. Thus, concurrency will not

be incorporated into the customer message intensity, although it will a↵ect it indirectly

through the agent message intensity.

Recent evidence from contact centers suggests that our models should also incorporate

measures of the information within each message. Specifically, we will address two features:
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captures the self-production. In comparing the co-production relationships, these model parame-

ters can reveal which party truly drives the conversation’s progress. For example, if we find that

↵
c,a
/�

c,a
> (<)↵a,c

/�
a,c we can claim that the agent (customer) is the driving force of the service.

That is, ↵c,a
/�

c,a
> ↵

a,c
/�

a,c implies that a message from the agent invokes more response activity

from the customer than a message from the customer would get from the agent. The analogous

insight can be said for the customer if ↵c,a
/�

c,a
< ↵

a,c
/�

a,c instead. We will demonstrate the impact

of such calculations in our industry data case study in Section 4.

2.1.4. History, Relationship, and Content Dependent Conversational Model: Sys-

tem Bivariate Hawkes Process

The final model we propose incorporates additional behavioral and operational features into the

service duration. We draw inspiration for use of these features from previous investigations in the

literature. Because an agent can serve multiple customers in parallel, inner wait may occur due to

the agent answering to other customers (Tezcan and Zhang 2014) and from the cognitive load on

the agent due to multitasking during the focal conversation (Kc 2013, Bray et al. 2016). Therefore,

we expect that when the agent handles more customers, the agent response time to each customer

message should increase. This observation was empirically validated by Altman et al. (2020) in our

context. Therefore, the agent’s current number of simultaneous conversations, their concurrency,

should be incorporated into the model. However, we can also note that concurrency should not

impact the customer response time directly because the customer is not necessarily aware that the

agent is serving other customers as well. Thus, concurrency will not be directly incorporated into

the customer message intensity, only indirectly through the agent message intensity.

Because the service is co-produced by both parties, message context can impact the dialogue’s

future. Recent evidence from contact centers suggests the following two message-level features: (a)

the amount of information each party contributes to the conversation in each message, and (b)

the sentiment that is expressed in each message. Point (a) could be captured by the number of

words in the message. When one party writes a long message, it gives the other party to which to

respond, driving up the correspondence rate. Point (b) can be captured using sentiment analysis

engines such as CustSent (Yom-Tov et al. 2018) that automatically measure the valence (positive

or negative) and intensity of sentiment expressed in the text. Altman et al. (2020) showed that

customer sentiment has an instantaneous influence on agent response time and e↵ort and, therefore,

total conversation duration. These two message-level features address the behavioral influences

that the conversation’s information can have on both the customer and the agent. Hence, we will

incorporate the number of words and the sentiment into both the customer and agent message

intensities. One can also note that, using only metadata features, our model is privacy-preserving,

meaning that it does not directly use the text written within the conversations.
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HISTORY, RELATIONSHIP, AND CONTENT 
DEPENDENT CONVERSATIONAL MODEL
¡ System Bivariate Hawkes Model (sysBHP)

¡ Customer message rate –

¡ Agent message rate –

¡ Assumptions:

¡ Rates may depend on conversation history and role

¡ Reciprocity 

¡ Incorporates message-level and time-varying features that capture operational and 
behavioral aspects

16

To add these features inside the Hawkes process models, let us introduce notation for the con-

currency, the sentiment scores, and the number of words. Let Kt be the concurrency of the agent at

time t, meaning the number of active conversations assigned to the agent at that time. The concur-

rency is a piecewise constant function of time, and we will assume that it is deterministically known

up to the current time throughout the conversation. We will also assume that Kt 2 {1, . . . ,} for

some 2Z+, representing the fact that the standard operational practice is to limit the maximum

number of customers simultaneously assigned to one agent. Let S
c
i and W

c
i (Sa

j and W
a
j ) be the

sentiment score and word count, respectively, of the i
th (jth) message from the customer (agent).

We will also let the initial query sentiment and word count be S
c
0 and W

c
0 . We will assume that

each of these four are drawn from four separate sequences of random variables that are independent

from one another and from the conversational stochastic process. Each of the four sequences are

individually identical in distribution. We note that Hawkes processes cannot have negative jumps;

in order to ensure that, we normalize each sequence to be positive with unit mean. Altman et al.

(2020) showed that negative emotions lead to more messages and longer conversations, therefore

we also reverse-map the sentiment variable so that the larger S is, the more negative emotion is

expressed. Thus, S = 1 corresponds to a message with neutral sentiment, and W = 1 corresponds to

a message with an average number of words. One should note that these definitions show that we

are using two di↵erent types of information. The concurrency uses the state of the contact center

at time t and thus changes as time progresses, whereas the sentiment and word count are fixed

with each message.

With these definitions in hand, we can now introduce the system bivariate Hawkes process (Sys-

BHP) model. We define the SysBHP as having the customer correspondence rate given by

�
c
t =

Nc
tX

i=0

(↵c,c
1 S

c
i +↵

c,c
2 W

c
i )e

��c,c(t�Ac
i) +

Na
tX

j=1

(↵c,a
1 S

a
j +↵

c,a
2 W

a
j )e

��c,a(t�Aa
j), (6)

and the agent correspondence rate given by

�
a
t =

Nc
tX

i=0

↵
a,c
1 S

c
i +↵

a,c
2 W

c
i

Kt
e
�

�a,c(t�Ac
i)

Kt +

Na
tX

j=1

↵
a,a
1 S

a
j +↵

a,a
2 W

a
j

Kt
e
�

�a,a(t�Aa
j)

Kt . (7)

Since this is our final and most fully featured model, let us briefly highlight the roles the di↵erent

components play:

• Since each ↵ is an instantaneous increase in the correspondence rate, it is measured per unit

of time.3 Likewise, because each � is a continuous rate of decay, it is also measured per unit of

time.

3 Because the ↵’s are multiplied by either the message’s sentiment score or word count in the SysBHP, they are also
measured relative to these behavioral factors.
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ESTABLISHING AND INTERPRETING STABILITY
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in every conversation will eventually converge to 0 and that the total number of messages in any

conversation will be finite.

This condition is written in terms of the ratios of the mean instantaneous jump size, ↵̄i,j, and

the decay rate, �i,j. Because this fraction contains the drivers of the excitation and regulation in

the communication process in its numerator and denominator, respectively, we will refer to it as

the responsiveness ratio. Taking the subprocess of the agent responding to the customer’s initial

message as a demonstrative example, the occurrences of these responses form a non-stationary

Poisson process with instantaneous rate ((↵a,c
1 S

c
0 +↵

a,c
2 W

c
0)/Kt)e��a,ct/Kt at time t� 0. Integrating

across all time, the total number of messages the agent sends in response to the customer’s initial

message is Poisson distributed with mean (↵a,c
1 S

c
0 + ↵

a,c
2 W

c
0)/�

a,c; in expectation relative to the

sentiment and word count, this is the responsiveness ratio ↵̄a,c
/�

a,c. So, the larger the responsiveness

ratio, the more active we should expect that direction of the conversation to be.

Theorem 1. If

↵̄
c,a

�c,a

↵̄
a,c

�a,c
<

✓
1� ↵̄

c,c

�c,c

◆✓
1� ↵̄

a,a

�a,a

◆
, (8)

then the SysBHP is stable, and

lim
t!1

�
c
t = 0, lim

t!1
�
a
t = 0, and lim

t!1
Nt <1

almost surely.

To the best of our knowledge, Theorem 1 provides the first closed form stability condition for

(marked) bivariate Hawkes processes with four di↵erent exponential decay rates and four di↵erent

(mean) jump sizes. Not only can this simplify to the well-known univariate condition ↵< �, it also

generalizes previously stated stability conditions of bivariate Hawkes processes with more restrictive

assumptions. For example, Equation (7) of Bacry et al. (2015) is equivalent to (8) above for a BHP

model in which ↵
c,c
/�

c,c = ↵
a,a
/�

a,a and ↵
c,a
/�

c,a = ↵
a,c
/�

a,c. Theorem 1, like the aforementioned

results in the literature, is derived from a general Hawkes process stability condition based on

the spectral radius of a matrix of excitation kernels. The simple form in Equation (8) is achieved

for the BHP through manipulation of this matrix, and then extended to the SysBHP through

Doob’s martingale convergence theorem; the full details of the proof are given in the appendix. By

comparison to the univariate requirement that ↵< �, we can see that each of the self-production

terms must satisfy this condition, i.e., ↵̄c,c
< �

c,c and ↵̄
a,a

< �
a,a, since all quantities are positive,

but it is possible that the (Sys)BHP is stable with one of ↵̄c,a
/�

c,a and ↵̄
a,c
/�

a,c larger than 1.

In addition to these contributions to the Hawkes process literature, interpreting Theorem 1 pro-

vides insight into the behavioral structure and dynamics within co-produced service. Examining

Remark: Theorem 1 shows the “space” in the conversation: co-production responsiveness 
ratios on left, complement of self-production responsiveness ratios on right.



APPLYING THE MODELS TO INDUSTRY DATA
We apply these Hawkes process models to true contact center data from LivePerson. 
Collected in May 2017, there are:

337,224 conversations

4,964,895 messages

134.7 agents active, on average

4.8 concurrent conversations per agent, on average

Information: arrival time, assignment time, agent ID, messaging time stamp, message 
features(sentiment, word count)

Parameter estimation using expectation-maximization algorithm.



FITTING RESULTS
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Table 1 Estimation of Parameters for Each Model from Training Set (May, 1–23, 2017)

Model Parameters*

SES 1/µ= 0.068. Number of Messages ⇠ Geo(p= 0.065)
SED See Table 3 in Appendix C. Number of Messages ⇠NegBin(r= 1.3, p= 0.09)
UHP ↵= 7.81, � = 8.39
BHP ↵c,c = 0.89,↵c,a = 14.67,↵a,c = 3.76, ↵a,a = 20.22, �c,c = 3.73,�c,a = 38.35,�a,c = 4.21, �a,a = 48.28
SysBHP ↵c,c

1 = 0.67,↵c,a
1 = 14.06,↵a,c

1 = 14.79,↵a,a
1 = 113.65, �c,c = 3.64,�c,a = 38.39,�a,c = 20.33, �a,a = 259.72

↵c,c
2 = 0.18,↵c,a

2 = 0.03,↵a,c
2 = 2.27,↵a,a

2 = 0.07

*The data and the resulting parameter estimates are on a 1 hour timescale.

the empirical cumulative distribution function (CDF) of the data and the empirical CDF of the

simulated stochastic process. Specifically, we consider the di↵erences in CDFs of the conversation

duration for all models in Figure 6(a), and likewise for the di↵erences in CDFs for the gap times

in Figure 6(b). The closer a curve is to the dashed horizontal line at 0, the closer that model is

to the data. These plots are both calculated for the out-of-sample setting, so the durations and

gaps considered were not part of the data set from which the process parameters are estimated.

Then, Table 2 contains the Kolmogorov-Smirnov (KS) and 1-Wasserstein (W1) distances between

the empirical CDFs of the data and the simulation results. That is, for the empirical CDF of the

data F̂D and of the simulated model F̂M , these distances are

KS=max
x

|F̂D(x)� F̂M(x)| and W1 =

Z 1

0

|F̂D(x)� F̂M(x)|dx.

For relative scales, it can be directly seen that the KS distance is no more than 1, and by the

triangle inequality, W1 is at most the sum of the means of the data and the simulation. Both

values are given in Table 2. Naturally, both these distances are intimately related to the curves in

Figure 6. For a given model, the KS distance will be the global maximum or minimum of the CDF

di↵erence curve, and the W1 will be the total area between the curve and the dashed line at 0.

Table 2 Evaluation of Model Fit

Duration Gap
Model KS W1 KS W1

SES 0.171 0.254 0.417 0.041
SED 0.130 0.228 0.633 0.046
UHP 0.074 0.061 0.096 0.031
BHP 0.058 0.078 0.059 0.020

SysBHP 0.063 0.137 0.043 0.006

In reviewing Figure 6 and Table 2, we see three leaps in performance. First, the plots and

distances both show that moving from non-behavioral models, i.e., the static (SES) and time-

varying exponential (SED) models, to the history-dependent UHP o↵ers improvement in both the

duration fit and the gap-time fit. In the KS distance for the duration, the SES and SED empirical

CDFs di↵er from the data by as much as 0.171 and 0.130, respectively, and worse, for the gap
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Figure 6 Di↵erence of empirical CDFs for the data and simulated conversation models. Out-of-sample test.

times, these KS distances are 0.417 and 0.633, respectively. In the W1 distance, the di↵erence

between the SES and SED durations and the true durations is even more pronounced, although it

is less so for the gaps, which is natural in this metric given the shorter time scale. By comparison,

the UHP achieves KS distances of 0.074 for the duration and 0.096 for the gaps, along with an

experiment-best 0.061 W1 distance for the duration. Particularly in comparing the UHP and SED,

this improvement is important in that it shows that the conversation’s pace and sequencing up to

now are valuable service modeling components, and that merely tracking the number of messages

so far while having predefined phase-dependent rates does not o↵er the same level of performance

(we will elaborate on the importance of the process history in the next subsection).

We can see a second improvement when moving from the UHP to the role-dependent BHP,

particularly so for the gap times. The KS distance decreases to 0.058 for the duration and 0.059 for

the gaps; this is the best duration KS score in this evaluation. For W1 distance, the performance is

good albeit not experiment-leading; one can see in Figure 6(a) that the UHP curve aligns to 0 sooner

than the BHP does, although the UHP’s absolute error is larger. In Figure 6(b), however, the BHP

is closer to the data both in extreme and in area. Just as the SES and SED to UHP improvement

shows the modeling value of the conversation’s history, this improvement when moving to the BHP

demonstrates the modeling value of distinguishing the roles within the service co-production. We

believe this is a particularly important takeaway for the goals of modeling and analyzing customer

and agent behavior, as it shows (a) the di↵erent contribution that each role has in the conversation’s

pace and (b) the influence that the interaction between the two roles can have on the service

exchange.

Simulate processes with estimated parameters, then compare to (out of sample) data using Kolmogorov-Smirnov 
(KS) and 1-Wasserstein (W1) distances.



INTERPRETATIONS
¡ History dependence:  

¡ For an average gap time, in a middle of  a conversation, less than half of the correspondence rate is 
instantaneous.

¡ Role dependence
¡ Customers are less self exciting than agent: customer                  ; agent                   (maybe related 

to agent’s attempts of transparency)

¡ Co-production – the customer drives the conversation: 

¡ High responsiveness of the agent to the customer: 

¡ Low responsiveness of the customer to the agent:

¡ Still, the agent has strong effect in the short run (high agent alpha)

¡ Reciprocity – increasing customer response time by its SD reduces agent response rate by 10.63%; 
increasing agent response time by its SD reduces agent response rate by 4.59%; 

¡ Behavioural impact on service progression
¡ Sentiment has greater impact than information (𝛼! > 𝛼")

28

History-dependence: In the UHP model, it is known that ↵
�
< 1 is required for stability, so a

responsiveness ratio close to 1 indicates a highly active conversation. This is what we find in the

estimated parameters, as ↵
�
= 0.931. The UHP model can also reveal the level of history-dependence

within a conversation in practice. For an approximate analysis, we use Equation (3) and the average

gap time (�= 0.068 hours). Approximating the i-j message time gap as Ai �Aj = (i� j)�, the

probability that message i is in response to message i� 1 is roughly
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For � = 8.39 and �= 0.068, this probability is less than 50% by the fourth message; it approaches

43.5% as i grows large. While this calculation may be somewhat crude in replacing the gap times

by their mean, it is worth recalling that our discussion around Equation (3) suggests that this

approximation may be an overestimate of the i to i� 1 response probability. That is, by evenly

spacing the gaps, we are implying that the (i�1)th message does not occur in a cluster of activity,

as there are no clusters. Since the Hawkes process is known to form bursts of activity, we know

that these evenly sized spaces are unrealistic and that if message i� 1 were to occur in a cluster,

it would be even less likely that message i is in response to its immediate predecessor. Since the

high response ratio estimated for this data implies high activity levels, we expect message clusters

to be common.

Role-dependence and the level of co-production: While the UHP is informative for the

relevance of history within the service, this single-stream model does not necessarily reveal much

more about the service co-production. We can make more nuanced observations on the nature of

each role’s responsiveness through the BHP and SysBHP models. Starting with the BHP model,

we find that the self-production terms (i.e., a party writing a message in response to their own)

are relatively low, with ↵c,c

�c,c = 0.239 for the customer but much higher for the agent: ↵a,a

�a,a = 0.419.

This is as one might expect for the contact center context and resonates with a common practice

in call and contact centers that trains employees to keep a constant flow of communication so

that the customer will not feel ignored or neglected, being unable to see the agent exert e↵ort to

solve her problems. Interestingly though, we find that, although the responsiveness of the agent to

the customer is high (as measured by the average number of messages a customer message evokes

from the agent: ↵a,c

�a,c = 0.8931), the customer is not nearly as responsive to the agent in return

(↵
c,a

�c,a = 0.383). It is also interesting to consider this alongside the strong instant impact that the

agent messages have on both correspondence rates, with ↵
c,a = 14.67 and ↵

a,a = 20.22. This suggests

that, although messages from the agent can significantly alter the current pace of the conversation

for the moment, the age-old adage that the customer is the most important remains true. It is the
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EMPLOYING THE MODELS IN OPERATIONAL 
DECISIONS
How can these models be used in practice? Consider the following customer routing policy:

Lightest Load Policy (LL): Input( staffing level 𝒮, maximal concurrency 𝜅)

o If there are agents with available capacity, route to the agent with the least assigned

Ø If multiple agents have the lightest load, break ties randomly 

¡ (see e.g. Luo and Zhang 2013, Tezcan and Zhang 2014, Campello et al. 2017, Long et al. 2019)

Proposal of a simple modification:

Lightest Load + Hawkes (LL+HP): Input( staffing level 𝒮, maximal conc. 𝜅, projection window 𝛿)

o If there are agents with available capacity, route to the agent with the least assigned

Ø If multiple agents have the lightest load, choose argmin"#𝒮 𝐸 𝑁!%&," − 𝑁!," 𝝀!,"

We will compare the policies in an entirely data-driven simulation: we sample the customer arrival 
times and customer/agent response times directly from data, and route via LL or LL+HP
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USING PREDICTED WORKLOAD IN ROUTING
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PREDICTING FUTURE WORKLOAD
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To compute these dynamic and history-based workload metrics, let us suppose that a conversa-

tion has been observed up to a time t0 � 0. Let �t0 = [�c,c
t0
, �

c,a
t0
, �
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/Kt0 , �
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T be the vector

of instantaneous correspondence rates at t0, where these each encode the conversation’s history so

far in terms of the respective co-production and self-production relationships:
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As we have previously noted, these four values fully describe the dynamics of the probability model

on intervals in which Kt is unchanged. Thus, given the current concurrency level and the four

values in Equation 9, we can project the number of messages that will occur over an upcoming

time frame based on what has occurred in the conversation so far. In Proposition 1, we give a

matrix computation for this expected value.

Proposition 1. Given �t0, the history of the system until time t0, and assuming that the con-

currency is constant from t0 to time t� t0, the expected number of upcoming messages sent from

time t0 until time t is

E[Nt �Nt0 |�t0 ] =�vTM�1(I� e
M(t�t0))�t0 (10)

where v is an all-ones column vector and

M=
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3

7775
, (11)

with �t0 as defined in Equation (9).

Proposition 1 gives us a way to predict a conversation’s future level of activity based on its

history. This allows us to assess the level of work in an upcoming interval of a conversation, which

can then be used to distinguish the di↵erent expected workloads in each conversation or for each

agent, since the number of messages corresponds to the number of tasks an agent must complete.

This prediction is the basis of our new conversation routing policies, which we explore in Section 4.

We can also compute these quantities for an infinite horizon. In Proposition 2, we give direct

expressions for the total number of messages remaining in a conversation, both individually by

each party and overall.

¡ Given conversation history till time t what will happen next?



¡ Improving performance using prediction-based routing instead of “join the lightest load” policy (lowest number of 
concurrent customers)

¡ All Hawkes models have significant effect; SysBHP is the best of them

¡ We reduce outer wait (11.5%) and inner wait (4.1%) simultaneously

¡ We reduce wait time variance by 3-6% 

¡ For example, in a reasonable “scenario“ where outer wait using LL  is around 2 minutes, our suggested routing can 
reduce outer wait to 1.5 minutes while at the same time reduce inner wait

OPERATIONAL IMPLICATIONS
33
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(c) Outer Wait (S = 135)

0 5 10 15 20 25

Maximum Concurrency

0

2

4

6

8
P

e
rc

e
n

t 
Im

p
ro

ve
m

e
n

t  = 0.5 (SYS)  = 5 (SYS)
 = 0.5 (BHP)  = 5 (BHP)
 = 0.5 (UHP)  = 5 (UHP)

(d) Inner Wait (S = 135)

0 5 10 15 20 25

Maximum Concurrency

0

10

20

30

40

P
e

rc
e

n
t 

Im
p

ro
ve

m
e

n
t  = 0.5 (SYS)  = 5 (SYS)

 = 0.5 (BHP)  = 5 (BHP)
 = 0.5 (UHP)  = 5 (UHP)

(e) Outer Wait (S = 145)
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Figure 7 Percent improvement of wait time metrics for the lightest load policy with BHP and SysBHP projections

0%. To not crowd the visualizations, Figure 7 excludes the infinite horizon projection (� = 1)

and the largest concurrency allowance ( = 30), but these values can all be found in the tables.

Table 4 (Table 5) contains all the values and percent improvements of the mean inner (outer) waits,



CONCLUSIONS
¡ We build a new conversational models for service co-production that are based on Hawkes 

processes and capture the dynamic of a conversation.

¡ History, role, operational (concurrency), and behavioral aspects.

¡ Tested the models on real data and find them much more accurate than current models 

¡ Measure and learned new facts on service conversation dynamics

¡ Service progress in busts of activities

¡ Service is a time, state, and role dependent process at the same time

¡ Both customer and agent RT impact each other (when one slow so is the other)

¡ Co-production in “real”, not just a philosophy… We can quantify how much each part drives the process 
and found that indeed customers drive the conversations in this contact center

¡ We improve service quality by adjusting routing policy to use real time workload prediction that 
are based on our Hawkes models



CONCLUSIONS
Ongoing / future work:

• This routing policy only mildly incorporated the Hawkes model – room for improvement

• Distributional fit to data is good, but could be better – other excitation kernels may work

• Likely more opportunities to connect empirical and theoretical research of service behavior

Also in paper:

• Full details of numerical results and computational methodology, proofs of results

• Additional discussion of behavioral dynamics

• Full paper available on Whova, SSRN, and at: https://gality.net.technion.ac.il/publications/
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